Time, Self and Sleeping Beauty

Arnold Zuboff

Adam Elga introduced philosophers to the Sleeping Beauty problem, so identified, in a paper published in Analysis seven years ago (Elga 2000). In the first footnote of that paper he credited Robert Stalnaker with naming the problem. He also mentioned that Stalnaker first learned of examples that illustrate the problem in unpublished work by me.

I’d like to add something to this history: In 1986 I sent to Peter Unger my then unpublished paper “One Self: The Logic of Experience”. Unger sent a copy of this to Stalnaker, who, in his response, remarked that he was intrigued by certain examples Zuboff had used in making points about probability. The paper was published some four years later (Zuboff 1990).

I hope to show here that a solution to the Sleeping Beauty problem must take us into the metaphysical view that is argued for in that paper.
1. The awakening game
Consideration of a fantastic game can lead us into some surprising metaphysical discoveries.

Just before the start of the game, a hypnotist puts its single player into a hypnotic sleep that is to last for a trillion days, except that the hypnotist will interrupt the sleep with a period of wakefulness either daily, and thus a trillion times, or else only once, on only one day that is randomly selected among the trillion.

Which of these two numbers of awakenings there will be is to be determined before the game by a toss of a fair coin whose outcome is kept secret from the player.

Another element of the game will be crucial: At the end of any period of wakefulness the player must be hypnotised into forgetting it completely and permanently before being made to sleep again. In this way each of any successive awakenings would be left to seem no different from a first one; all awakenings would in this respect feel the same.

From within the game, the player, who knows everything I’ve just explained, can score a win only if he correctly answers the question of which number of times he is being awakened.

Now imagine that you are the player finding yourself awake within your game. How should you answer the question of how many times you are being awakened?

Should you just guess? After all, the fair coin’s landing heads or tails, which decided how many awakenings there’d be, was no more likely to have been one or the other. So if you had been asked before the game--perhaps before the coin was even tossed--you must have been without a reason or a clue about which way to answer.  

But why should you not be in a position to test the frequency of awakenings once you are in the game? Are you not doing just that as you observe this awakening? 

Imagine that after the game a random sample of a single day among the trillion was reported as having had an awakening in it. Would this not mean that it was a trillion times more probable that all trillion days had awakenings in them rather than only one? And can you not regard the day of this awakening as just such a sample for you now? 

2. The inference to a trillion awakenings
This awakening you are experiencing would have had a trillion times better probability of occurring with a trillion awakenings in the game rather than only one.

In a one-awakening game it would have been overwhelmingly more probable (by a factor of a trillion minus one) that on this day you would have been sleeping, overwhelmingly more probable that the game’s only awakening would have been one that belonged to a different day.

From the perspective of any particular awakening--including the perspective of the lone awakening in a game of only one--an unbelievable coincidence would be required for the very day to which that awakening belonged to be also the only day in a trillion that was randomly selected to have an awakening.

Thus the hypothesis that there was only one awakening is burdened with construing this day’s awakening as a trillion times less probable than it would have been within the equally available rival hypothesis of an awakening every day.

And it must be a trillion times less probable that the thing that is a trillion times less probable is that which is actually occurring and therefore a trillion times more probable that the hypothesis of a trillion awakenings is the true one.

On the incredibly rare day of awakening in a one-awakening game, such an inference would have misled you into preferring the hypothesis of a trillion awakenings, which would then have been false. But if this game had only one awakening it would also have been overwhelmingly more probable that today you would have been sleeping and therefore in no condition to engage in a misleading inference. That the inference is not misleading is thus overwhelmingly more probable than that it is.

3. The Sleeping Beauty problem
Just before the game starts (perhaps before the coin is even tossed) you, the player, could not infer how many awakenings there were going to be. But at that time you also could know that in your very next episode of thought you would be rightly inferring that the game contained a trillion awakenings rather than only one. So it seems that before the game you both should and should not be joining in this inference.

It is as though you already knew both what you would see when you opened a door to another room and what you would rightly conclude based on seeing it but somehow you could not yet arrive at that conclusion.

Those I’ve talked to who have had trouble seeing the problem have found they could feel the power of the paradox after I explained how the awakening game can go piggy back on an uncontroversial probability inference. And examining that inference can assist us in understanding the probability involved.

So my advice is to persevere beyond this point even if you find that you cannot yet see the promised paradox. For I think that you can still have a real hope of seeing this strange and beautiful bird.
4. A standard case
In textbooks on statistics, though there may be no examples with awakenings in them, we can often find examples using urns.

Imagine two enormous urns, each containing a trillion metal disks. In one urn all trillion disks are blank and made of tin--all, that is, except for only one of the trillion that is made of purest gold and is engraved on both sides with a beautiful image of the sun rising. This urn has been well stirred so that the single “sun disk”, as it is called, has nestled into a random location among the other disks. The other urn is magnificent: Not just one but every one of its trillion disks is a beautiful sun disk.

First, let us say, a toss of a fair coin decides which of the two urns is pushed forward for sampling. Then a single disk that is randomly drawn from that urn is shown to an observer who has no other basis for judging what it contains and who understands all the circumstances I have described.

If the disk that is shown is a sun disk the observer should infer that it is a trillion times more probable that the urn being sampled is the urn with a trillion sun disks. If it were instead the urn with only one sun disk, then this random drawing of a sun disk would have had to be something overwhelmingly improbable. But it is overwhelmingly improbable that something overwhelmingly improbable is what has occurred. Hence that hypothesis, combined with this evidence, is in itself overwhelmingly improbable and we must infer that the other hypothesis, of the trillion sun disk urn, is overwhelmingly more probable to be true. We should expect this inference to give us the wrong answer roughly once in every trillion times this is tried. But it is overwhelmingly improbable that this is such a time. And even then it would surely have been the rational inference to make.

5. The sun game
In another version of this standard case, the urn pushed forward will have each disk removed in random fashion, one every day for a trillion days. A single player will be awakened every day from a hypnotic sleep to view just the disk that was removed on that day. And he will be hypnotised each time into forgetting the awakening and what he has seen. So this is like the awakening game but with seeing a sun disk instead of simply being awakened and seeing a blank disk instead of remaining asleep a whole day.

Now imagine yourself to be this player having been awakened and seeing a sun disk. Surely you should infer that it is a trillion times more probable that the urn is the one with a trillion sun disks. For if it were rather the urn with only one sun disk it would have been a one short of a trillion times more probable that now you would be seeing a blank disk.

Note that if the urn with only one sun disk had been used then in one observation of the trillion you would have been seeing that urn’s single sun disk. And then your inference to a trillion sun disks would have misled you as to the actual number of sun disks in the urn. But it must be overwhelmingly improbable that this observation of a sun disk you are now making actually is a one in a trillion fluke and therefore overwhelmingly improbable that this inference actually does mislead you. Furthermore, the inference to a trillion sun disks would have been the only rational inference to make even then.

6. No problem
It is important to notice that there seems to be no Sleeping Beauty problem in the case of the sun disk game, despite its similarity to the awakening game. The player before the game has no reason to favour either hypothesis but in this case he unproblematically knows that in his next episode of thought he will be presented with either a blank disk or a sun disk and will only then be in a position to make the appropriate judgment.

(I shall not yet discuss pragmatic betting strategies. How it makes sense to bet based on an observation can, we shall eventually see, be a question that is to a large extent independent of the question of the evidential force of the observation.)

7. Relevant content
Let me make some points about the evidential force--and lack of it--of differing contents in the observation of a player within a sun game and variations of it.

We shall say that the player notices a sequence of letters and digits engraved near the edge of a sun disk he is observing. It is g3v98b6rgh0kw5. This content of the player’s observation, along with the colour of the hypnotist’s clothing, is surely irrelevant for him in deciding between the urns. It has no evidential force. To have evidential force it would need to be something that would be known to be more probable in one of the hypotheses than it would be in the other.

But why couldn’t seeing this sequence be evidence for an inference about something else, an inference in which the player proclaims the greater probablility of the hypothesis that all the disks in the urn have this same precise series engraved on them? Would that not have made it more probable that this part of the content of his observation has occurred? While he is at it, why should he not also infer that the hypnotist always wears blue? But these proposed inferences are obviously fishy. Thoughts like these can blow our thinking way off course. Yet what could be wrong with such reasoning?

Imagine that the player has actually been provided by the organisers of the game with a choice between such a hypothesis and a rival. The player knows that if the pure sun disk urn has been selected for use in the game by coin toss then a second coin toss would determine whether either the “uniform” or the “randomised” sun disk urn would be used. 

The disks in the uniform urn all have exactly the same sequence engraved on them, while those in the randomised urn have been engraved with sequences that were randomly determined for each disk independently from all the others. Well, would the uniform urn hypothesis not have made the occurrence of g3v98b6rgh0kw5 much more probable, since all the disks would have this same sequence on them? And so could the player not infer that it was much more probable that the uniform urn was the one that was used, in an inference much like our inference to the urn with the trillion sun disks?

The answer is no. It is no more probable that g3v98b6rgh0kw5 was the sequence selected for a uniform urn than that it was the one that happened to be engraved on a disk drawn from the randomised urn. What is fooling us is a temptation to specify ad hoc that the uniform urn is filled with the particular sequence that happens to have been observed. But no such specification has been offered us in either hypothesis in the case as described. So the observation of g3v98b6rgh0kw5 is irrelevant to and has no evidential force for deciding between these hypotheses of uniform or randomized urn. In fact, there is absolutely no reason to favour one over the other.

If, however, the player had actually been told independently of the selection of the disk that the uniform urn contained specifically only the sequence g3v98b6rgh0kw5, then this single observation of that sequence would be enormously powerful evidence for the uniform urn being the one in use. For if that sequence had instead been drawn by chance from the randomised urn, then there would have to have been an utterly improbable coincidence between the observed sequence and what had been independently designated as the uniform sequence in one of the only two hypotheses on offer.

The key to all such inferences is this independent designation, as opposed to a worthless ad hoc specification. Nothing that occurs is improbable unless its occurrence would be such a coincidence--between that occurrence and an independent designation of it.

For example, if we call out a sequence of 14 letters and digits at random and then check it against the random sequence on the rim of a disk, there is a probability of only 1 in 36 to the 14th power that these independently designated sequences, the sequence called out and the sequence that happens to be on the disk, will be the same. But the mere calling out of a sequence or the mere reading of a sequence as discovered on a disk involves in itself no coincidence--and therefore no improbability--at all. 

By the way, another legitimizing form of independent designation could be repetition across observations. We go back to the case where it is either a randomised urn or a uniform urn with its sequence left unspecified. Imagine that we were allowed an observation of two disks randomly drawn from the urn, instead of just one. If both disks displayed the same sequence of numbers and letters, though it would strictly be possible that this was a chance match between two sequences in the randomised urn, this evidence, the repeated sequence, would make it overwhelmingly probable for us that the urn was rather the uniform one. The matching of two individually randomised sequences, each drawn independently from the other out of the randomised urn, would be an intolerably large coincidence. Only the uniform urn hypothesis is free of this improbability.

I’ll just mention that here we can see the justification for induction based on repetition for which Hume was looking. Hume put enormous stress on the role of repetition in forming our beliefs; but, as we can see, repetition is only a special case of independent designation. 

8. Random and directed observation
Return please to thinking about the basic sun game, without the frills of engraved sequences. But now let us add that a camera has recorded each of the player’s observations. After the game an external observer, who could be either the player himself or someone else, will be shown the recording of only one day’s awakening. Which one he’ll see is decided in a wholly random fashion. Well, if he sees a sun disk being observed, he is entitled to infer that the urn of a trillion sun disks was used. Otherwise that result would have been extremely improbable. This, then, is a “random external observation”; and it seems to provide evidence for that external observer that is just as good as the evidence possessed by the player he is watching.

But in another procedure the external observer knows that he is guaranteed to see the player making an observation of a sun disk no matter how many such observations have been made in the game. If there was only one sun disk observation in the trillion recordings, it would definitely be that recording that he’d be shown. If there were instead a trillion sun disk observations, he’d be shown just one of these. So under both hypotheses--with either urn being used--he will see the same kind of thing in all relevant respects. This will be a “directed” or “guaranteed” external observation.

The interesting thing here is that though such an observer can see the player in the act of inferring that the trillion sun disk urn was used on the basis of now observing the sun disk, and though this external observer both shares the observation and agrees with the rightness of the player’s making that inference on the basis of it, the external observer cannot himself indulge in the inference. For the player’s observation is viewed by this external observer under a condition that removes its randomness relative to viewing a sun disk, since this is guaranteed either way, and there cannot for him be any difference between the hypotheses in terms of which one would make his observation more probable. Hence there is a perhaps surprising perspectival character to this probability judgment. The effect is the same when the winner of a lottery rightly views his win as improbable while anyone not especially connected to the winner can find no improbability at all merely in someone winning, which is something that was bound to happen. You may read more about this in my paper “The Perspectival Nature of Probability and Inference” (Zuboff 2000). 

This perspectival element in the inference may seem to give us a diagnosis of the Sleeping Beauty problem. Is not the player before the game facing his future inference at least somewhat like the external observer watching the recording? The pre-game player can foresee the later appropriateness of the inference but cannot at that time make the inference himself. But there is still a vital factor missing. The perspectival character of the inference is surprising, but it is not paradoxical; it is not contradictory. No, there is something much bigger than this lurking in our problem that needs more uncovering before we can look it in the face.  

9. The awakening sun game
We can very easily combine the sun game with the awakening game. The same urns are used, and with one exception the same conditions obtain. Here is the change: If a blank disk is drawn the player is to be left sleeping that day instead of being awakened to see it. Imagine you are the player, now awakened and seeing a sun disk. Must you not infer both that the urn being used is that filled with sun disks and that you are being awakened every day? For if the urn being used were that with only one sun disk in a trillion it would have been immensely more probable that you would today be sleeping (rather than, as you should think in the case of the sun game, seeing a blank disk). Surely, it seems, the difference in what would be happening if the sun disk were not drawn (sleeping instead of seeing a blank disk) cannot affect what you should be thinking in the experience that you now find yourself in--the experience of seeing a sun disk. You must be entitled to infer with enormous probability that this event of awakening and seeing a sun disk is not an overwhelmingly improbable occurrence.

10. The problem returns
Before the awakening sun game begins the player cannot say which urn the coin toss will select though he can know that in his very next episode of experience he will be rightly inferring that the urn is full of sun disks and there are a trillion awakenings in which he is seeing them. The Sleeping Beauty problem has returned in the midst of what otherwise seems a standard, unproblematic case. This, I’d say, is the high water mark of the paradox. Let us next seek its solution.

11. The crucial difference between the games
What gave the awakening sun game a problem that the earlier sun game did not have? Pretty obviously the crucial difference between the games is that in the awakening sun game the only actual observations are all going to be of sun disks. There will no longer be any blank disk experience--in place of this there will only ever be the absence of experience.

It is because there is thus no difference in the content of an awakening experience whichever urn is used that the player can be assured before the game what the content of his very next experience will be. But, then, how can that content, a sun disk, since it is the same for either urn, still count as in the least bit relevant to the inference? Something else must have taken on this role.

12. The importance of an experience being this one
In the awakening sun game, as in the plain awakening game, any evidential force must belong entirely to the particularity of the experience in which the inference occurs, to its being this one; and none of the evidential force can belong to its content. The thought behind the inference must be that if the urn contained only one sun disk--and there was therefore only one awakening in all the days of the potential trillion--then it would have been extremely improbable that this particular awakening would have been occurring, though, again, the character, the content, of the experience could be in no relevant way different from what it would have been if the other urn had been used.

But, you might think, since I would have been guaranteed eventually to observe the lone awakening--and nothing but that awakening--in a game of only one, that would not have been a random sample among the days but rather an observation directed only to the day when an awakening occurred. And since such a game itself has a good fifty percent chance of occurring, why should it be so very improbable for this awakening just to be that one I would be guaranteed to be observing in such a game?

The answer is that what we said about a particular awakening applies just as well to a particular observation. What, after all, is that observation apart from the awakening in which it occurs? And the particular observation of an awakening, along with the awakening itself, could only have occurred on the one day to which it belonged. Thus the lone observation in a one-awakening game would not have been this observation but another if, as was overwhelmingly more probable, not this day but another had been selected for an awakening.

So we see that this particular observation of awakening--the only observation that you now possess--was not at all guaranteed to occur in such a game. On the contrary; the occurrence of this observation in a one-awakening game would have been a trillion times less probable than its occurrence in a game with a trillion awakenings.

But was it really? So far I have only been explaining and defending one view of this question, a view that can easily seem to be the only one possible. It will help us in opening our minds to the alternative if we give a name to the focus of the difference.

We have seen that in this inference there is no relevant content. All that is relevant for the inference is what the scholastics called “haecceity” (hek see ity), the “thisness” of a thing, as contrasted with its “quiddity”, its “whatness”. And the thing whose haecceity must be used as the evidence for this inference is experience, consciousness itself. But can the experience being this one really be proper evidence? That turns out to be a metaphysical question.

13. Rival metaphysical views
There are two ways to think about the identity of a particular experience. One way allows an awakening in the game to be proper evidence and the other does not. I shall be arguing that an ambiguity in our thinking between these views is responsible for the Sleeping Beauty paradox. I’ll then show that the reasoning of the game can settle which metaphysical view is right and that the same reasoning applied in a many-players version of the game can settle the issue of personal identity.

14. Objective (or strict) individuation
It is undeniable that any experience feels like uniquely “this” one to its experiencer at the time of having the experience. The feeling of being “this” is a basic, thoroughly pervasive feature of the subjective character of every experience. It consists, I would say, in nothing but the immediacy with which the content of that experience is felt. “This” pain is right here in my awareness (which is what makes it so unpleasant). That other pain, in another experience, however, is not in that way immediate from the perspective of this experience.

According to what I shall call the “objective individuation” of experience, however, that an experience actually is this experience rather than another depends not only on the feeling within it of being “this” (without which it would not even be an experience) but also on further factors that are purely objective--the factors of whose it is and when it occurs. In the games we have so far been considering, one of these factors, the possessor of an awakening experience, is always the same--it is the one player. So what would for our needs distinguish the experiences we are considering, and thus establish for each its unique haecceity, would be only the objective factor of the time at which the experience was occurring.

When in our thinking about the game we are contemplating the trillion awakenings version, we are naturally compelled to think in this strict way about what is required for an experience to be this one rather than another. How could one day’s experience be anything but distinct from all those other experiences in the trillion days? And what can be making that experience distinct from the others except for the difference in their times of occurrence?

(We could expect that, as it happens, there will also be at least small differences in the content of the different experiences, but that cannot be what determines their haecceities. The existence of this experience cannot depend on any or all of the countless details in it that could so easily have worked out differently. The content might have been totally different in character and it still have been this experience in the only sense that interests us. I hope it is obvious that we are not talking about “this experience” in the sense we would if we were speaking of “the experience of flying” or “the experience of being in the awakening game”.)

If we next apply this strict style of thinking to our consideration of the single-awakening version of the game, we must find that the existence of any particular experience of awakening will be immensely improbable. For it would be overwhelmingly more probable that any experience of the player had not existed because its existence was tied to a time that was not randomly selected for the single awakening.

Thus the player can use the existence of his current experience as evidence to infer the immensely greater probability of the trillion awakenings hypothesis that would have favoured that experience’s existence by so much more. Now I hope it is clear that this evidential force of the haecceity of the experience is entirely owing to this strict, objective individuation of experience.

15. Subjective (or relaxed) individuation
The second way of thinking about the individuation of experience is relaxed. When we are contemplating the single awakening version of the game, despite our ability also to view it as governed like the trillion awakenings by objective individuation, we are nevertheless strongly inclined to think instead of the player as being in one and the same experience of awakening no matter when it might be occurring within the trillion days. 

For when we are not thinking squarely of the contrasting identities of other awakenings, the individuation by times tends to lose its hold on us. We are inclined rather to think of the single experience of awakening much more importantly from within it, in terms of what would be the only remaining factor in its haecceity, just the subjective feeling of its being “this” experience. That feeling of being “this” would, of course, be precisely as strong on any of the trillion days an awakening might occur. A time, then, will simply be picked out from within that same one awakening merely as “this” time, whichever time in which this experience might happen to be occurring. The time of the experience is no longer in the driver’s seat with the feeling of its being “this” as the passenger. It is the other way around: We allow this subjective judgment of being “this” to govern completely the question of whether the experience in any time does indeed qualify to be “this” experience. And thus it becomes extremely easy--in fact inevitable--for this very same experience of the player to have occurred even in the single-awakening version of the game.

But this relaxed style of individuation must therein rob the awakening’s haecceity of all the evidential force that it had seemed to have within objective individuation. For now neither hypothesis would make it any more probable than the other that this awakening would be occurring. In effect, the player himself, much like an earlier described external observer of the game through recordings, would be engaging in a guaranteed, directed observation of awakening rather than in a random one, since awakening would be guaranteed to be viewed within this same one experience whichever way the game was played. And, as we earlier saw regarding the external observer, that must spoil the inference.

16. The elements of the paradox
There are three elements in the paradox worth focusing on:

1. The inability of the player before the game to enter into the inference.

2. The player’s full anticipation of the haecceity of his first in-game experience.

3. The evidential force that this haecceity is supposed to have.

The problem is that it seems that he can fully anticipate before the game the evidence that within the game will allow the inference, yet he cannot before the game actually make the inference. And this is a contradiction.

17. The solution
We solve the problem when we see that the inconsistent presence of all three elements in our thinking about this case is due to our contradicting tendencies to individuate experience both objectively and subjectively. The following chart represents the way in which this ambiguity works to give us the paradox: 


                Pre-game cluelessness       Anticipation of haecceity    Evidential force of haecceity
OBJECTIVE IND,
                 YES

                  NO


    YES
SUBJECTIVE IND.
                 YES


    YES


     NO
NEEDED FOR PARADOX     YES

                  YES


     YES

If we stayed consistently within the subjective individuation, we would think that the player before the game could fully anticipate the haecceity of the first experience of the game, whether it was the experience of the first of a trillion awakenings or else the (probably) much later experience of a sole awakening in the game. The current imagining of it would have present in it everything that will be required to make it “this”. But that now fully available haecceity could in no way serve, either in the game or now, as evidence for an inference regarding how many awakenings there would be. 

If we stayed consistently within the objective individuation, however, we would think that the player before the game could only be imagining what the first awakening would feel like. He could not somehow now be grasping the later haecceity that will have to depend on the objective time of its occurrence. Thus he is not at all now in the position he knows that he later will occupy any time he awakens in the game, the position of being able to use the fact that this experience is occurring to infer the overwhelmingly greater probability of the hypothesis that would be making its existence overwhelmingly more probable.

One might mistakenly take this perspectival nature of the inference within objective individuation to be itself the whole problem and then think to have solved it merely through recognizing that such an inference can indeed have such a nature. That is something that Elga seems to do in his paper. He says, “Thus the Sleeping Beauty example provides a new variety of counterexample to Bas Van Fraassen’s ‘Reflection Principle’. (Elga 2000: 146). The Reflection Principle is one that would have required uniformity between our player’s pre-game and in-game judgments.

Yet the perspectival nature of the inference, though perhaps it is surprising, is not paradoxical. A paradox occurs when natural tendencies of thought produce a contradiction. But there is no contradiction in the perspectival character of inference.

Within objective individuation the player before the inference is merely anticipating in a general way a future moment of inference whose particular haecceity is in no way available to him. So of course he can’t make the inference.

You may remember my providing an image of our paradox: It is as though you already knew both what you would see when you opened the door to another room and what you would rightly conclude based on seeing it but somehow you could not yet arrive at that conclusion. That does represent well enough what we would have if we inconsistently shifted views between anticipation and inference in the way I have been claiming is the source of the paradox.

But this image is not parallel with what we would have if we stayed strictly within objective individuation regarding both the inference and the anticipation of it. A suitable parallel might be rather that only your later presence in some particular room among a trillion will be serving you as evidence for an inference that therefore you cannot make now. There is no suggestion here of a paradox in comparing what you know now with what you will be in a position to know later.

The Sleeping Beauty problem only arises, then, when we inconsistently take the player before the game to have hold of proper evidence without being able to make the inference. But only the subjective view allows him to have hold of what would only be proper evidence in the objective view.

Which view is right, subjective or objective? I think we can quickly answer that central metaphysical question by way of a powerful probability inference.   

But it would be good first to look at the issue of prior probabilities.

18. Prior probabilities
In each of our cases a fair coin was used to decide which urn would be pushed forward or which version of the awakening game would be played. This meant that what are called the “prior probabilities” of the competing hypotheses were equal. That is, apart from consideration of which hypothesis made the evidence more probable, each was equally likely to be true. But what should we think in a case where we don’t know the prior probabilities? Let’s try one.

In this case there are once again our familiar two urns, each with a trillion disks, all sun disks in one and only one sun disk in the other. But this time we don’t know what decided which would be pushed forward for sampling. A disk is randomly selected, and it is a sun disk. Can we not still, as in our earlier uncontroversial cases, confidently say that it is overwhelmingly more probable that the urn pushed forward was that with all sun disks because if it had been the other urn something overwhelmingly improbable must just have occurred and it is overwhelmingly improbable that something overwhelmingly improbable occurred?

But some people think there is a problem with judging the probabilities of hypotheses in light of the evidence when their prior probabilities are unknown. They even demote such probability judgments to being merely “subjective” or “inductive”. I think this is mistaken, but let’s look at what worries them.

What if, unknown to us, the prior probabilities had made it overwhelmingly improbable that the urn with all sun disks was pushed forward. For example, “for all we know” (as these worriers might say), behind the scenes it could have been that pushing forward the urn with all sun disks depended on pulling out the sun disk by chance in a single selection from the urn containing only one sun disk in a trillion. If a blank disk had been drawn, then that same urn with only one sun disk (and the drawn disk thrown back into it) would then have been pushed forward. So it would have been a trillion times more probable that the urn that was pushed forward was the one that, in turn, would have made it a trillion times less probable that a sun disk would be drawn in the selection that we were to witness. The two improbabilities, of the good urn being pushed forward and of the bad urn yielding a sun disk in a random selection, would in that case have precisely equaled each other so that each hypothesis would have been equally probable (or, more to the point, equally improbable) given the evidence of the sun disk.

But I say that we can easily infer that the prior probabilities themselves were overwhelmingly unlikely to be anything like that. Our principle that we must consider it improbable that something improbable occurred reaches back unstoppably to what is happening behind the scenes as well as in them, to what is happening in the determination of the prior probabilities.

If the prior probabilities were bad for the hypothesis that is good for producing the evidence, then our evidence of the sun disk being drawn would have been condemned to be improbable whichever hypothesis was true--a condemnation that is itself improbable. For within such an overall hypothesis (including within it a theory of what the prior probabilities were), the hypothesis that favoured the evidence would be supposed to involve an improbability while, of course, the occurrence of the evidence within the hypothesis that did not favour it would have to remain improbable (however much that hypothesis may be favoured by the prior probabilities). With this wretched overall hypothesis we have to swallow an improbability whichever hypothesis is true. Well, we must then simply regard a hypothesis that the prior probabilities made the evidence improbable as itself improbable.

A powerful source of confusion is this: There is a perfectly fine equation for figuring such probabilities, which has an unquestioned objective a priori status, but prior probabilities must be plugged into it. What if these are not known? Then the hungry equation seems to require some feeding. According to the famous Bayes’ theorem, what one should do is put in equal prior probabilities for each hypothesis to represent them being equally unknown. (No wonder this has been dubbed “subjective probability”.)

The right view of the mathematics, I think, is that weighing the hypotheses simply in terms of their favourability to the evidence gives you their objective probabilities when combined with that evidence. Then prior probabilities would be further information that one should expect to favour the hypothesis that is favourable to the evidence because otherwise something less probable would have to have been what occurred, which must be less probably the case.

This issue needed discussion because we know that the prior probabilities of the two metaphysical hypotheses were not fixed by tossing a fair coin. The prior probability of one of the hypotheses must be one--certainty--because its truth would be necessary. That of the other must be zero. In our next inference we shall be discovering the most probable overall metaphysical hypothesis, including its prior probability of one.

19. The first metaphysical inference--in the game
Let’s go back to the setting of the awakening game, but this time the player knows simply that he will be awakened only one time in the trillion days. There will be no hypothesis available of a trillion awakenings. But he is nevertheless offered a choice between two hypotheses--two metaphysical hypotheses, objective and subjective individuation. You are the player finding yourself awake. What should you infer?

It would have been terrifically improbable that this experience existed only if objective individuation were right. It is overwhelmingly improbable that something improbable is what is occurring. Hence you, the player, must accept as overwhelmingly more probable that subjective individuation is true.

If objective individuation were right there would still have been a moment like this, and then the inference would have been misleading. But it is overwhelmingly improbable that this experience would have existed to be that misleading inference; and hence it is overwhelmingly improbable that this inference is misleading.

Please note the perspectival nature of this inference. No external observer, including the player himself when in another experience, could possibly use the haecceity of this experience to make an inference against objective individuation. For from outside the experience it could only have counted as the one that happened to exist. From any external angle an observation of it would have been directed and guaranteed. Only from within the experience would its existence have been an improbable coincidence if objective individuation were true. Thus only from within this experience can its existence be used to establish the overwhelming probability that subjective individuation is right.  

20. First metaphysical inference--in your life
Need such a metaphysical inference be confined only to a fantastic game? Not at all. Just such an inference can be made by you right now.

If objective individuation were true, then it would have been extraordinarily improbable that this experience of yours existed. For its existence, its haecceity, would have required you to be existing and conscious in just one small period of time--the time at which your experience is actually occurring. If you and your experience had instead existed at any other time, this experience would never have come to be.

Thus the hypothesis of objective individuation would have made the evidence, this experience, an overwhelmingly improbable occurrence. The other hypothesis, subjective individuation, would have involved no such improbability at all. Well, it must be overwhelmingly improbable that something overwhelmingly improbable has happened. Hence it must be overwhelmingly more probable for you from the perspective of this experience that subjective individuation is true.

21. A proof that content does not individuate experiences
Recall that the inspiration for thinking of experience in terms of subjective individuation came to us when we considered the case of a single awakening, whereas when we considered the case of a trillion awakenings we tended instead strongly to favour objective individuation. Think again of the trillion awakenings and feel once again the inspiration to distinguish experiences within them.

Well, now that we have eliminated basing such a distinction of haecceities on the objective times of experience, there might yet be a temptation to maintain such a distinction based on another condition that we had earlier dismissed as incapable of supporting it.

We had said that the particular content of experience could not play any role in defining the haecceity of experience because an experience would still have been this one despite any differences that might have developed in its content.

But now we are faced with a trillion packages, as we might call them, of at least slightly differing contents of experience that we realise cannot be distinguished as belonging to different experiences by any difference in the objective times in which they occur.

In one awakening, let us say, the player is facing right on his bed as he is roused from his sleep while in another he is at first facing left and is therefore seeing very different things in the background. We may still be powerfully tempted to think that these contents must belong to different experiences. Hence we might be powerfully tempted to think that the details of content do somehow manage to mark off distinctions of experiences in the sense we are after.

But there is a way of showing that this hypothesis, like that of objective times doing that job, must be immensely improbable from the perspective of the experience in question.

Consider all the detail that makes up one such package of contents. Let’s concentrate on the detail in the visual field. In theory a ten by ten grid could be drawn that divided the visual content of a moment of that vision into a hundred squares. And we could specify just ten ways in which a colour or shape in each square of visual content might have been different. The number of possible variations in visual content thus highlighted would amount to ten to the hundredth power (a googol), which is immensely greater than the number of particles in the entire visible universe.

If the player’s experience would only have existed should all of its package of content have been exactly as he finds it to be, the odds against the existence of this, the experience in which his inference is occurring, are immense beyond belief. If, however, subjective individuation is true and therefore it does not matter to the existence of “this” experience what content it has--because all content must be equally “this” merely due to its quality of immediacy--then there is no improbability in the existence of either this experience or the content that has been relieved of that responsibility for individuating it. So the haecceity of experience is independent of the content of the experience as well as of the objective time of the experience.        
22. Strategy
Even if the haecceity of the player’s experience in the awakening game could not be a basis for him to infer the greater probability of a trillion awakenings, there could still be a pragmatic, strategic reason for his favouring that hypothesis.

Various schemes might be devised for allowing the player within the game to bet on which version is being played. There could be, for example, a scheme in which he mades only one bet covering a single game. In this scheme, each time he’s awakened he is asked to vote, so to speak, on which version he’d like to bet on. If he is awakened a trillion times, a majority vote will decide it. If there’s only one, awakening, of course, the answer he gives during that decides it.

If the player believes in objective individuation, then he will confidently infer each time that the version is that of a trillion awakenings and end up betting on that because he thinks it’s true. But obviously he will only have a 50% chance of winning. For his bet will be right when the coin decides on a trillion awakenings and wrong when it decides on only one. Perhaps it looks, then, as though the inference is wrong. But betting strategy and truth finding cannot be so directly correlated.

Consider an alternative scheme. In this scheme he bets once every time he is awakened. Then surely, under this scheme, by contrast with the other, he is likely to be much better off if he bets each time on the trillion awakenings version, since if that answer is correct he’ll win a trillion times and if it is wrong he’ll lose only once. Does this make his inference look good?

But if he is a believer in subjective individuation and, as it so far seems, should be making no inference, then he still would be wise, as a pragmatic matter of strategy, to bet on the trillion awakenings, since it would still be the case for him that if he’s right he’ll win a trillion times and if he’s wrong he’ll lose only once.

This is not, however, merely a crass question of trying to increase one’s winnings. There is a quasi-epistemological aspect to it. Whether he is betting or not, if he tends to favour the trillion awakenings he will be properly aiming at increasing the amount of his correctness. For if it is the trillion awakenings version he will be correct in this favouring a trillion times, but if it is the single awakening he will be wrong only once.

Yet, as we shall next see, it looks as though he does actually have a basis for an inference to the greater probability of the trillion awakenings despite his believing that the haecceity of his awakening is useless as evidence.

23. An alternative basis for inference
In the sun game, recall, the haecceity of an awakening is not at all used as evidence. What serves as evidence is rather the relevant content of experience--the blank disk or the sun disk. Hence subjective individuation does not challenge this inference.

But it turns out, on reflection, that there is a way, after all, of using some content in the awakening game as a basis for inferring that the version of the game is that of a trillion awakenings.

If there were only one awakening in the game, then the amount of experiential content of the player’s experience that was in the general style of a game awakening would be a trillion times less than if there were a trillion awakenings. And the player when finding himself with game-like content should infer the greater probability of the hypothesis that would have made larger the proportion of such content (when measured within the content of all his experience). But just how much more probable the trillion awakenings would be would depend on the details regarding the proportion of game-like content to pre-game or post-game content. For example, in the case I shall next describe it would turn out to be a miniscule bit less than twice as probable that there were a trillion awakenings rather than one.

Imagine a case in which the whole experience of a player will contain only one 12 hour episode before the game begins and then, depending on an unseen coin toss, either one or else a trillion experiences of being awake within the game (under the usual conditions) each of which would also be precisely 12 hours long. If he finds himself with game-like content, then he should infer the greater probability of the trillion awakenings, but not by so very much. For the game with only one awakening would still have given him a fifty percent chance of game-like content (since the amount of pre-game and game-like content would be equal). But the trillion awakening game would make it very nearly certain that sampled content would be game-like. (It would be certain minus only the one in a trillion and one probability of the pre-game content showing up.) So this would be like a case in which a coin that has been tossed only once has landed heads and the only two coins available were a fair coin and a double headed one. The odds would be only twice as good that the coin was double-headed because, though the double-headed coin made this result a certainty, the fair coin still gave it an even chance. 

Oddly, the player could also on the basis of content make an inference before the game started about the number of awakenings in the game to come. Let us remain with the case of the equal 12-hour units of content. If the player now finds himself experiencing the period before the game, he should infer that it is much more probable that the game will contain only one awakening rather than a trillion. Why? Well, if the game had only one awakening, then a sample of experiential content being in the pre-game style would have had the same probability as being game-like. But if there were a trillion awakenings in the game, the probability of a sample being pre-game in character would be swamped by all that in-game content. So the hypothesis of the single awakening would make the evidence, the pre-game content, far more probable--with a fifty percent chance rather than merely one chance in a trillion and one--and would therefore be itself far more probable.

Notice something important here. Recall how we had identified one of the elements in the Sleeping Beauty problem as the cluelessness of the player before the game started. It seemed obviously absurd to think that the player could infer which version of the game would be played before the coin deciding that had even been tossed. According to subjective individuation, however, objective time has no hold on the content of experience. Therefore, as we have just seen, the player before the game actually is in a position to make such an inference. In such judgments of the proportions of kinds of content within the overall content of experience, the assessment is made from a timeless perspective. Time is merely a fourth dimension, as in physics.

24. The many players awakening game
There were two objective factors in objective individuation. So far we eliminated one of these but have not touched the other, the identity of the possessor. We must next turn to the question of whether this too is really binding on the haecceity of this experience. The reasoning will be parallel to that we have already seen. Arriving at its conclusion, regarding personal identity, will allow us to deepen our understanding of the conclusion concerning time.

In the many players awakening game, instead of one player with a trillion times of potential awakenings we have a trillion players, each with the possibility of awakening once in the game. The game takes place in a colossal hotel with a trillion bedrooms. In each room is a player who has been put into a hypnotic sleep. Let’s say a fair coin will be tossed (even though we’ve seen the unimportance of this detail) to determine which of two versions of the game will be played. In one version all trillion players are to be awakened. In the other only one, selected at random, will be awakened. Imagine that you are a player, aware of these conditions, who has just been awakened.

It seems that you should infer that the trillion awakenings version has been played. Why?

You find yourself awake, awake in this experience. (Outside of an experience that was this, you could never have found yourself at all. For you can only ever identify yourself by picking yourself out as this experiencer--that is, whatever experiencer is having the experience that is this.) If only one player had been awakened, it would have been overwhelmingly improbable that you would have found yourself awake. It would have been overwhelmingly more probable that someone else would have been awakened and that this awakening experience had not occurred. There would have been an experience like this one if there had been only one awakening, but because almost certainly it wouldn’t have been your experience (in other words, this person’s experience), the haecceity of the experience almost certainly would have been different.

Now, that lone awakener would have reasoned just as you are doing and have been misled by such reasoning into thinking that all trillion players were awake. But it would have been overwhelmingly improbable that you would have been that lone awakener and that your inference is misleading.

We can think of two interestingly different styles of observation that an external observer of this game might engage in. In a random observation he would be brought to a randomly selected room into which he looks. If he sees a player awake, he, like that player himself, can use the player as a random sample whose being awake would have been improbable if there had been only one awakening. But in a directed, guaranteed observation, in which he would be brought to the room of an awakener either way, when he looked into the room and saw the awakener in it using the same awakening he was then witnessing as evidence for the trillion awakenings, he could agree that the reasoning was appropriate for that player but could not reach its conclusion himself. It would have no evidential force for him because it would be what he’d be seeing whichever hypothesis was true. So the inference is perspectival. Only a player or a random external observer can make the inference.

25. Second metaphysical inference--in the game
Let us now say that we can know for sure that only one player of the sleeping trillion will be awakened. When that one is awakened it will be nothing improbable for us from our perspective outside the game.

Imagine, however, that you are the one awakened player. There is no hypothesis of a trillion awakeners to dissolve away the incredible coincidence between the supposedly demanding conditions for the existence of this, your experience, and the random selection of just one awakener in the trillion. It would have been overwhelmingly more probable that the single random sample you had of a player--you--would not have come to consciousness in a game with only one awakener. And surely you must therefore deeply suspect the assurance you’ve been given that there was only one player awakened of the trillion. But then you are made aware of a different sort of hypothesis that can rid you of this seemingly indigestible improbability without opposing the assurance that there has been only one player awakened.
For there are two crucially different metaphysical hypotheses available. One is the familiar though slimmed down objective individuation of experience that we’ve already been assuming in our description of the many players game. It is slimmed down, recall, because at this stage of our discussion it places only one condition on the haecceity of this experience--that it be had by one particular objectively distinguishable possessor of experience. And that hypothesis is the very assumption in the thinking of this player that creates the appearance of improbability that is plaguing him.

The rival hypothesis is all-out subjective individuation, completely loosened from any objective requirements--whether of time or possessor--for the existence of this experience. According to this subjective individuation both the time and the possessor are merely picked out as “this” time or “this” person from within an experience that is itself “this” for the reason of nothing more than the immediacy with which its contents are experienced. An aspect of this immediacy of contents is its first person quality--its being experienced as “mine”. Thus, just as it would have been “this” awakening at “this” time no matter when it occurred, so also would it have been “this” awakening of “this” awakener, the one picked out as “this” within the experience--no matter which objectively distinguishable conscious organism that happened to be. Any experience would be this. Any experience would be mine. Any experiencer would be me.

So according to all-out subjective individuation my awakening is easy, relaxed, inevitable, and wholly free of improbability with regard to either its objective time of occurrence or the objective identity of its possessor. The awakened player must embrace this hypothesis as overwhelmingly more probable to be true than the rival hypothesis.

(A word about words. According to objective individuation there are in this game a trillion distinct awakeners, distinct experiencers, distinct persons, distinct subjects of experience and self-interest, who would be having experience with a trillion distinct haecceities should all of them awaken. As we continue down that list, from awakeners to subjects of experience, the commitment in the wording becomes more and more metaphysical in the direction of objective individuation. Even so, subjective individuation could accept any of those ways of referring to the objectively distinguishable “organisms”, if I may use a neutral way of speaking, and simply add, “But all of them would be me”. Alternatively, subjective individuation could be represented as saying, the other way around, “You and I are the same person, the same centre of experience and so on”. It is not the language that is important in this but rather the metaphysics we are trying to express by using it.)

Is subjective individuation, then, a trillion times more probable than objective individuation? That’s nowhere near a large enough number. Why? Forget remaining asleep in the game. Just think of all the organisms that according to objective individuation would have been defining distinct haecceities of experience but will never come into existence. How much greater the probability, if objective individuation is right, that our awakener’s required organism had instead been one of the countless number left sleeping the much bigger sleep of never existing at all. 

26. Second metaphysical inference--in your life
Objective individuation says that your own coming to be was unbelievably improbable. Subjective individuation says that your coming to be was as easy as pie.

Just consider the history of begettings that would have been required for you to exist on the objectively individuating ordinary view of the matter. Let’s say conservatively that during your conception there were 200 million sperm cells competing with each other to reach the egg first. And on the ordinary view if any sperm cell but the one that did happen to make it had got through to the egg instead you would never have been around (and never had this experience). So you had only a one in 200 million chance of being produced from that conception. But it gets far worse than that, because in order for that conception to have occurred, your parents had to have been conceived, and in each of their conceptions the chance of it turning out right for your later existence was, with our conservative estimate of the number of sperm cells, again one in 200 million. So the chance of your emerging from those three conceptions was one in 200 million to the third power, or one in 8 septillion--pretty slim. And, of course, all the begettings had to be just the right ones for your future existence, the number multiplied in each preceding generation, and all of it going back to the time of the dinosaurs and far before that. Otherwise it would have been eternally blank for you. You would have had no experience whatever. Only others would have been in the world instead.

From the single perspective you are supposed to occupy within the ordinary view, the production of others would not have been improbable, since, once you existed (which is the hard part), you would be in the relaxed position of simply seeing any winners there might be in the begettings of others. This would be a directed, guaranteed observation for you of them but a random and therefore incredibly improbable observation of your own existence for you, but not for them. Subjective individuation puts you into the relaxed guaranteed position regarding all conscious organisms bar none. (There is no hard part.) For subjective individuation, of course, makes it irrelevant to whether you and this experience exist what sperm cells hit what eggs. All experiencers would be you merely on account of the immediacy, the internality, the first-person character of their experience. So you are always an awakener, and seeing yourself as an awakener, no matter what.

27. Nagel’s problem
A good way to see what all this amounts to is to see it as an answer to a problem posed by Thomas Nagel in his 1965 paper “Physicalism”. Nagel asks us to think of a description of the whole world that was made without using token reflexives (without the describer using terms that would locate him in the world such as “this”, “now”, “here”, “I”, “mine”).  This description would include all physical things and all mental things and anything else there might be as well, and in all their detail. Does it not seem, then, that nothing could really have been left out of such a description? But Nagel thinks that something would have been left out. He says, “Even when everything that can be said in the specified manner has been said, and the world has in a sense been completely described, there seems to remain one fact which has not been expressed, and that is the fact that I am Thomas Nagel. This is not, of course, the fact ordinarily conveyed by those words, when they are used to inform someone else who the speaker is--for that could easily be expressed otherwise. It is rather the fact that I am the subject of these experiences; this body is my body; the subject or center of my world is this person, Thomas Nagel.” (Nagel 1965: 355-354)

One might protest that this supposedly missing fact must be fully contained within such a description of the world. After all, it would have to have included a full description of Nagel’s own thinking as he was writing that passage. But this won’t work to include a “fact” of the sort that concerns Nagel.

For within that description, Nagel’s thinking that thought can be clearly seen to be nothing special. The description must reveal that every conscious state would equally feel itself to be the only one that was “this consciousness, this experience”.

And that seeming exclusivity, as the one and only experience that was “this experience”, would within each experience seem to be a most impressive and important fact. The subject would seem to be discovering its own identity, as the sole fit subject of its own self-interest, by picking itself out as “this subject”, “me”, from within the only experience that was “this experience”. “I am the subject of these experiences”, as Nagel says. And it is having experiences that are these as opposed to those (others) that gives self-interest all its bite. The only pain that really hurts me is this one, the one experienced here and now as mine. 

But an experience being this as opposed to that (other) experience could have nothing to do with any of the particular specifications of either its subjective content or its objective context. After all, with the very same specifications in its content and its context it will count as this experience from within it and as that (other) experience from outside it. Being this experience is just what any experience is within itself, from the inside. That’s all that makes it this, now (at this time), here (at this place) and mine (belonging to this experiencer). And all experiences have all such being this equally within them. All are this, now, here and mine.

Think about what you ordinarily would recognize to be “these experiences”, “mine”. What makes them "mine" for you? Is it the detail of their content? If the colours you were seeing had been different, would the experiences have failed to be these, yours? Think of all the features of this experience that could be varied while its character of being "mine" remained untouched. If you had fallen asleep and were now in the midst of a wild dream that had little in common with any of the usual content of your experience, would that experience have therein failed to be experienced as "mine"? If you had eaten different particular items of food over the past years (as you might so easily have done), so that all the particular atoms in the structure of the body were different in numerical identity from those in your body now, would the experience have failed to have that character of being "mine"? Must you take care with the particularity of the food that you eat because it is determining the identity of an experiencer, of the subject of self-interest? If the experience were had in a different location, if it were at a different time, would the experience not still have had that same character within it of being this and being mine?

What makes an experience yours is none of the specification of its content or of the particularity or other properties of its possessor. All that is required for an experience to be yours, to be “mine”, is that it be immediate in its character as its character is experienced within it, that it be first person. My pains are pains that are not remote like those that belong to another. My pains are those that are immediate. They have internality. They are experienced in a first person way. They are subjectively at the centre of the world, here in me. But all real pains must be had with this quality of immediacy that makes them “mine”. What could really be a pain without its thus hurting?

Any place or time experience is had it is mine and now. My self-interested concern is appropriate to all of it equally. I’ve often referred to this view as “universalism”.
28. The solution of the split brain problem
In a split brain patient, the cutting of the corpus callosum prevents integration of the activities of the hemispheres of the brain. The result is that, for example, there can be experience of two mutually excluding experiences of what is being held in each hand.

A thought experiment: A device blocks transmission in my corpus callosum, and I can therefore at the same time enjoy a concert (with just my right hemisphere) and carry on some dreary studying from audio tapes (with my left hemisphere), each without the distraction of the other. What would this be like for me? Could I be one person having both experiences?   

Note that the identity of the hemispheres is not problematic. The hemispheres in my head could be easily distinguished and their distinct histories charted over time. The problem, then, cannot be in the identities of such things. The problem is rather what would make one of them or both of them mine instead of somebody else’s.

And a closely related problem springs from the objective simultaneity of these mutually excluding contents of experience. How could one person have two such mutually excluding contents of experience at the same time?

Well, a barn can be both red and not red at the same time--in different places on its surface. If all experience at any time is actually mine (and all the possessors of it are therein me), then there is plenty of room for such simultaneous variations. So there is obviously no problem of logic with this simultaneous possession of mutually excluding experience.

Neither is there a phenomenological problem. When the block is removed and the integration of the hemispheres resumes, I will be able to remember having had experience both of the concert and the studying. These past contents of my experience will then be looked upon by me as in the same sort of relation to each other, and to me, as any two mutually excluding contents of experience that had instead in the usual way not occurred in the same objective time. But what if in the original procedure the concert experience had been run through first while the other hemisphere was kept inactive and then the studying had been run through while the concert hemisphere had been kept inactive? Thus each experience would have occurred at an objectively different time. So what? They'd be remembered in just the same way, as simply two experiences that were mine. Yet only like this could they have satisfied the mistaken requirement of not running simultaneously. How could this really be making any difference to whose experience these were? If there's one thing our earlier discussion should have succeeded in establishing, it is that the objective times at which experience occurs are irrelevant not only to the feeling of the experience but to its identity. All experience feels like, and therein is, mine and now no matter where and when it occurs.

29. The end of the classic debate
This is also the resolution of the tension between the rival criteria for personal identity, psychological and bodily continuity. As with brain bisection, there is here an embarrassment of riches. Either side of the classic debate has the upper hand when it argues positively that the person could remain the same if its own pet criterion was maintained even if the other was wholly absent. And, indeed, one could easily imagine a person going along into another body with a transfer to that body’s brain of his pattern of memories. And yet one can also easily imagine the person’s continuing in the same body with an experience of amnesia or false memories. It seems that all such content of experience, in different bodies or with differing mental states, could be mine. In fact, all the mental content in different bodies and differing mental states actually is mine. For all of it has everything that it takes to be mine--the first person character that is common to all experience. 

The customary approaches to personal identity merely concentrate on the distinctness and continuity of a particular mind or body that is merely supposed to be mine. They do not think to ask what made such a thing be mine instead of somebody else’s in the first place. And I think that now we have the answer to that--to the real question.

30. Conclusion
You possess all conscious life. Whenever in all time and wherever in all the universe (or beyond) any conscious being stands, sits, crawls, jumps, lies, rolls, flies or swims, its experience of doing so is yours and is yours now. You are that being. You are fish and fowl. Deer and hunter. You are saints and sinners. You are Germans, Jews and Palestinians.

This is an important result. What else can come close to it in importance? And perhaps the spread of this knowledge among the intelligent beings that are you can help you to stop yourself from hurting yourself because you mistake yourself for another.
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Time, Self and Sleeping Beauty

FIRST APPENDIX: A Justification of Empirical Inference

The principle of reasoning we that we have examined and employed in the main body of this paper is, I shall here maintain, the principle of all our empirical thinking. With a good grasp of it we can solve the central problems of epistemology.

How can you know that your present experience doesn’t owe its existence to an artificial stimulation of your brain, disembodied in a vat, or to a merely chance and causeless occurrence of its pattern in the absence of any world outside of it? Either of these possibilities, like numberless others we could imagine, would involve exactly the consciousness that is yours at this moment. They, together with what you think to be your actual situation, would be completely indistinguishable from within this consciousness that they all would have within them. So what could legitimately count for you in favour of the sort of thing that you do think about the world? How, with any justification, can your thinking reach beyond the appearances that would be common to all these skeptical hypotheses? 

Before we directly confront such skepticism regarding the world external to appearances, I think it will be instructive for us first to take up David Hume’s famous challenge to provide an intellectual justification for induction, for forming beliefs concerning repeatedly observed associations of qualities or things that they will continue into the future. Let me try to evoke for you Hume’s classic “problem of induction”.

On a newly discovered island we have so far observed 100 birds of the new species “humebird”. And every one of these humebirds has been blue. After that many such observations we come to expect very confidently that the next new humebird we observe will also be blue. But is there any intellectual justification for this expectation?

Here is what Hume would have said about this case: It must be impossible for us to demonstrate a priori, through mere examination of the concepts involved, that it is logically necessary that the next bird be blue--in the way that it is logically necessary, for instance, that 2 and 3 be 5. We are indeed intellectually justified in thinking 2 and 3 will always be 5, because 2 and 3 are not distinct from but rather identical with 5. Therefore we can know that denying this claim and trying to think instead of 2 and 3 as not 5 brings us into the impossible mess of a contradiction. We can thus be intellectually justified in our confidence that there will be no cases of 2 added to 3 that are anything other than 5. In contrast to this, however, the next observation of a humebird must be distinct from all preceding observations. And blue is distinct from the other humebird qualities. So it must be impossible to discover in the concepts involved that there is any contradiction in the next humebird being instead some colour other than blue.

Hume gave up any hope for justifying intellectually the enormously important employment of induction. He was thrown back on seeing induction as an instinctive development of habits of expectation arising out of repeated experiences of such logically unnecessary combinations of properties as the other properties of the humebird with blue. We see more and more humebirds being blue, and it is simply in our nature to come to expect that the future will resemble the past--that the next humebird will also be blue. 

I think Hume’s skepticism regarding induction is wrong. There is indeed, as Hume insisted, no logical necessity that the next humebird be blue; but there is a logical necessity that it is probable that the next humebird will be blue given this evidence. For it is necessarily probable that this collection of random samples has a similar proportion of blueness to that of the general population from which it has been taken. Let me explain.

I think that while we are observing the 100 humebirds, rather than forming a Humean habit of expectation, we are calculating implicitly the most probable hypothesis concerning the general population of humebirds from which these observed birds are being randomly sampled. That hypothesis regarding this population that we are justifiably coming to favour as most probable is the one that would make the occurrence of the evidence, our observations, as highly probable an event as it can be. For that high probability of the evidence within the hypothesis necessarily lends its weight to the probability of the hypothesis itself, as I shall explain.

It may help us in this to consider an example of a hypothesis that we would justifiably reject as improbable. The worst of these would be the hypothesis that the only birds that are blue among the population of humebirds we were sampling happened to be the 100 we have already seen. If that were true, then it would have been highly probable that non-blue birds would have got mixed into the first hundred observations. And our actual observations of only blue humebirds would have had to be an extremely improbable event. But, as I often observed in our earlier discussion, something improbable necessarily had a low probability of occurring. Hence the improbability of the evidence given this hypothesis makes the hypothesis combined with the evidence necessarily improbable.

That the observations were of nothing but blue humebirds, however, gets less and less improbable in those hypotheses that increase the proportion of humebirds that are blue. The truth of these hypotheses therefore, along with that of the evidence, involves less improbability. The least improbable hypothesis must be that the humebirds across the whole population being sampled were generally blue. That is the hypothesis we implicitly settle on as most probable. And it goes along with this hypothesis, of course, that the next humebird sampled from the same population (and under the same general conditions) should be expected to be blue. And this, I contend, is the implicit thinking that rightly makes us expect that the next humebird will be blue.

Similarly, if a coin has landed nothing but heads up in many consecutive tosses, we are rationally required to think that the most probable hypothesis is not that the coin was fair but that it was loaded or double-headed or otherwise fixed to land that way. The fair coin hypothesis could be true with that evidence only if something inherently improbable in that hypothesis had occurred, and the occurrence of something improbable is itself improbable. Let’s apply this to Hume’s famous example: If the sun has repeatedly risen in the morning, we are required to think that it is highly probable that it did so because somehow, like a coin repeatedly landing heads, it was in some stable fashion fixed to do so; and therefore we are also required to expect that that sun will keep rising in the morning for some time to come.

Based on the conceptual distinctness from each other of successive observations and of contingently cohering properties, like that of blueness from the other humebird characteristics, Hume had argued correctly that it would be impossible to demonstrate an a priori necessity for such combinations and therefore impossible to justify our inductive expectations in that way. But I have argued that Hume overlooked a proper a priori justification of induction, the one on which our expectations actually do depend, which is the rationally required assignment of more or less probability to the occurrence of competing hypotheses based on whether they make the occurrence of the evidence more or less probable, as this is discovered in the concepts involved.

Let me now return to our earlier question: How can you know that your present experience doesn’t owe its existence to an artificial stimulation of your brain, disembodied in a vat, or to a merely chance and causeless occurrence of its pattern in the absence of any world or even any time outside of it? The classic skepticism regarding the possibility of intellectual justification for judgments about the character of the world beyond the present appearances in a mind, including the rest of time outside this moment’s impressions of memory and anticipations, shows the same inspiration as Hume’s skepticism about induction. Based on the conceptual distinctness of a current impression of the world from the world and times external to that impression (which may include causes of the impression), the skeptic argues correctly for the impossibility of discovering an a priori necessity for any combination of the impression with any particular character of that external world or even with its existence.

I maintain that the skeptic, however, in Humean fashion, is overlooking the a priori justification of empirical inference on which our judgments about the external world actually depend. This is the rational requirement of an assignment of more or less probability to the occurrence of competing hypotheses based on whether the hypotheses make the occurrence of the evidence, the overall pattern of the impression (including apparent memories and apparently previously formed beliefs and anticipations), more or less probable, as is discoverable in our concepts of the hypotheses and the evidence.

Consider, for example, the skeptical hypothesis that there simply is no external world. This would make it terrifically improbable that my therefore uncontrolled experience, merely by chance, as this would have to have been, had taken on the seemingly disciplined patterns I find it now has. Combined with that evidence--such a pattern--such a hypothesis makes up a package inherently improbable to have occurred (like the combination of the hypothesis that a coin was fair with the evidence of its landing consistently heads), as we can discover in the very concepts involved. And that which is improbable to have occurred is, indeed, improbable to have occurred.

We might call the single a priori principle that thus governs one’s overall empirical thinking the “highest probability principle”. It requires us always to favour in our beliefs, as most probable, that overall context of our current experience that would, as discovered purely in our concepts of it, have had inherent in it the highest probability of having produced the pattern of our current experience. We must do so because it is a necessary truth that the pattern’s being produced in the most probable way is an event that was in itself more probable than the pattern’s being produced in any less probable way. Let me just add that sometimes, of course, we must believe that an event which was locally improbable is the most likely to have occurred; but we can only properly do so when this local improbability has been needed in strictly the most probable overall hypothesis.

Ad hoc skeptical hypotheses, like that of a tricky powerful demon as the sole source of all my experience, must be rejected as extremely improbable because they contain causes that in their general character would have made the evidence improbable and can only seem to have made the evidence probable because of arbitrary and therefore inherently improbable specification in the detail of the hypothesis. Such would be the specification of a powerful spirit’s specific interest in producing in me an impression of a world that would far more naturally have flowed from the general characters of the sorts of innumerable varied causes that I rightly think to be vastly more likely as sources of the impression. Such ad hoc elaboration in the demon hypothesis is no better at increasing its likelihood than would be such an ad hoc specification regarding a fair coin--that it happens to be one, in its detailed description, that is landing all heads many times--at increasing the likelihood of that incredible hypothesis. In both cases, although the specification is guaranteed conceptually to get us the evidence, the same specification can also be conceptually discovered to be utterly arbitrary and therefore extremely improbable given the general character of the causes within these hypotheses.

Time, Self and Sleeping Beauty

SECOND APPENDIX: The application of universalism to physics
In A Brief History of Time Stephen Hawking writes, “The laws of science, as we know them at present, contain many fundamental numbers, like the size of the electric charge of the electron and the ratio of the masses of the proton and the electron. We cannot, at the moment at least, predict the values of these numbers from theory--we have to find them by observation. It may be that one day we shall discover a complete unified theory that predicts them all, but it is also possible that some or all of them vary from universe to universe or within a single universe. The remarkable fact is that the values of these numbers seem to have been very finely adjusted to make possible the development of life. For example if the electric charge of the electron had been only slightly different, stars either would have been unable to burn hydrogen and helium, or else they would not have exploded [as supernovas, thus allowing the heavier elements created in earlier stars to spread outside them where they could be included in the formation of later planetary systems].” (Hawking 1988: 125) 

If such fundamental numbers did result from a physical or mathematical necessity within the nature of matter itself, the agreement between this and the requirements for life would be a stupendously improbable coincidence. But if matter instead is extremely protean in countless varied universes, no coincidence would have been involved in a very small fraction of these varied physical worlds displaying fundamental numbers that happen to agree with the what life requires in a universe. Hawking describes such a view as follows: “According to this theory, there are either many different universes or many different regions of a single universe, each with its own initial configuration and, perhaps, with its own set of laws of science. In most of these universes the conditions would not be right for the development of complicated organisms; only in the few universes that are like ours would intelligent beings develop and ask the question: ‘Why is the universe the way we see it?” The answer is then simple: If it had been different, we would not be here!’” (Hawking 1998: 124-125)

But that last point is surely useless: That we could not have been in our universe if it were in that respect different cannot possibly tell us why specifically our universe happened not to be different (happened not to fail to be anthropic, as did the vast majority of universes), with us indeed not being here. That would have been immensely more probable. That we would then not have been here to ask about its failure makes it not one bit less probable that it would fail.

No, the answer can’t be that simple. Universalism must be added to the many-worlds hypothesis before it can explain why our particular world did not fail to be amenable to life. On the ordinary view of a person, even if there are enough varied physical worlds to eliminate the coincidence of there somewhere in physical reality being an amenable universe, from the observer’s perspective it would nevertheless be as great a coincidence that the observer’s universe, that your universe was amenable, as it would have been if there was only one physical world and yet that was amenable to life. To eliminate the anthropic coincidence from our view, as rationality regarding the probabilities requires, we must loosen the conditions for personal identity, so that you, the observer, would automatically be in any of the universes in which the right conditions occurred. Then “my” universe is guaranteed to be amenable. My universe will be every universe that is a host to consciousness. Only combined with universalism can the many-worlds hypothesis make probable the amenable character of our world.

Here we are extending the statistical argument in which I had previously focused on your begetting, the statistical argument for a view of yourself, and of your world, that could allow the evidence--that you exist--to escape immense improbability from your perspective.

Now, a scientist who failed to see through the illusion of uniqueness would seem to be tied to a universe doomed to remain terrifically unlikely to have the sorts of laws that we find it to have. Such a scientist could thus never properly explain those laws. The seeming uniqueness of me and mine, taken as objective local determinations, will distort the way the world is seen so that a full discovery of its universal, objective law-like character must be impossible.

 But this explanation of the laws of physics would come at the end of a long line of discoveries within those laws that were only made when other aspects of this same illusion were given up.

The inevitable experience of the place of experience as here might have seemed to put that place at the objective centre of the world to a conscious being that didn’t get around. But we can easily see through this illusion in the case of our personal spatial position because of our mobility. For the place that is here could so obviously have been there instead. Yet our general place, earth, was mistakenly viewed as at the centre of existence till reasoning and an increasing familiarity with what was beyond the earth brought informed people to see that this centrality was only subjective. Getting past that illusion was essential to the Copernican and Newtonian revolutions.

The one-directional character of time does not allow us the sort of mobility we have in space. And time, unlike position, also seems not to allow for a distinction between a personal and a general one. The time that is now for me looks to be the same across the world. These factors make the illusion regarding now, that it is the objective centre of time, much harder to shake off than the similar illusion regarding here.

Yet when we imagine, as in at least a crude way we can, travelling in time with some of the freedom of our movements in space, we can easily see that any past or future time would simply be the present to any time-traveller who had arrived in that time. And we can do something similar to help us shake free of the illusion regarding who we are. We can imagine a kind of mobility in this too. That is what we were doing when earlier I asked you to consider all the changed conditions that would still leave your experience being “mine”. If the first-person character, the immediacy of the experience remains (and how could it not in anything that could count as experience?), we can imagine a continuum of hypothetical physical and psychological differences in an experiencer that could in principle take us through all the objective and subjective conditions of all possible consciousness without the slightest change in the experience being mine and the experiencer being me.

What we are doing in this reminds me of Newton’s famous cannonball thought experiment. He showed that the distinction in kind between the matter of objects on the earth, called “terrestrial”, and the matter of a distant body like the moon, called “celestial”, was false by asking us to imagine that a cannonball, clearly terrestrial, is fired repeatedly from a very high mountain with progressively greater velocities. At no stage is there any change at all in the sort of matter in the cannonball. Changes of velocity are in the wrong category to constitute changes from terrestrial to celestial matter. Yet, finally, there must be a velocity that will give the cannonball the moon’s sort of motion around the earth. The relevant distinction between the matter of the earth-bound cannonball and the matter of the moon was one of circumstance and not of kind. And the same general laws of motion could therefore be discovered to be governing both.

The universalist view of time, as well as space, is already at the heart of physics. Relativity theory depends on letting go of an objective present time. I am arguing here that only an extension of this treatment of space and time to personal identity will allow us to solve the most fundamental problem of physics--discovering what is behind the laws of physics. To do so we must see that being here, being now and being mine are none of them due to exclusive objective conditions, as they seem to be, but rather to the universal subjective impression of immediacy in every experience of a place, time or organism. We must see that all places, times and conscious organisms are equally "this one". For a failure to see this must distort our view by forcing us to accommodate in it what seems to be our own special objective status; and that awkward accommodation must then ruin any prospect of discovering the truly objective universal principles that govern the world.
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